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Abstract:

Running a file server without any backup plan is fine — until it isn't. The minute the hardware dies
or the power cuts, every person who depends on that server for their work is stuck. For most small
organizations, that single point of failure just gets ignored because fixing it usually means buying
expensive commercial products they can't afford. This project set out to change that.

The proposed system pairs two OpenMediaVault (OMV) servers into a working high-availability cluster
using only open-source tools. One server acts as the primary — holding a shared Virtual IP and serving
files to clients over SMB. The other runs quietly as a standby, keeping an up-to-date copy of everything
through continuous rsync-based replication triggered by inotifywait. Keepalived manages the failover side
of things using the Virtual Router Redundancy Protocol (VRRP). When the primary goes down, the
standby detects the missed heartbeats, claims the Virtual IP within seconds, and picks up right where the
other server left off. Clients reconnect without changing a single setting. Testing confirmed failover
completes in three to ten seconds across all failure scenarios, data consistency held up in every clean
failure case, and the whole thing runs on commodity hardware at zero software cost. It turns out
enterprise-grade storage availability doesn't have to cost a fortune.

Keywords — High Availability, Network-Attached Storage, OpenMediaVault, Keepalived, VRRP, Rsync,
Inotify, SMB/CIFS, Failover, Open-Source Infrastructure.
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The frustrating part is that most of this is

L.~ INTRODUCTION preventable. High-availability storage — where a

Storage infrastructure is one of those things that second server automatically takes over if the first
only gets noticed when it breaks. When a file one fails — has been around for a long time. The
server goes down in the middle of a working day, problem is that the tools designed to do it well
everything stops — shared documents become have traditionally come with enterprise price tags.
unreachable, ongoing tasks get interrupted, and Commercial HA storage systems from major
the pressure to get things back online falls on vendors are robust and well-supported, but they
whoever manages the system. For organizations are designed for large IT budgets. Smaller
that rely heavily on networked storage, even an institutions, labs, and offices are often left

hour of downtime can cause real disruption.
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choosing between spending money they don't
have or accepting the risk.

OpenMediaVault sits in an interesting space here.
It is one of the most popular open-source NAS
platforms available, built on a solid Debian Linux
foundation and offering a clean browser-based
interface that even non-technical administrators
can manage. A lot of organizations have adopted
it precisely because it delivers solid storage
features without any licensing cost. The gap,
though, is that OMV is designed as a standalone
system. There is no built-in way to link two OMV
instances together, keep their data in sync, or have
one automatically take over from the other during
a failure.

This project fills that gap. By combining OMV
with Keepalived for Virtual IP failover and rsync
for continuous file replication, a two-node HA-
NAS cluster was built that handles failure
automatically. Clients connect to a shared Virtual
IP address and never need to change their
configuration regardless of which physical server
is currently active. The sections that follow
describe the problem in detail, survey what has
been done before, explain the proposed design,
and walk through the implementation and test
results.

II. PROBLEM STATEMENT

The core issue is straightforward: most NAS
deployments rely on a single server, and that
server has no fallback. When it goes down —
whether due to hardware failure, a crashed service,
a power cut, or a routine update that goes wrong
— everyone who needs their files is locked out
until someone manually fixes the problem. There
is no automatic recovery, no self-healing, and no
graceful handoff.

Single Point of Failure

A single-node NAS is, by definition, a single
point of failure. No matter how reliable the
hardware is, it will fail eventually. Disks wear out,
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memory fails, power supplies die, and operating
systems crash. Without a second node ready to
take over, any of these events immediately
translates into downtime for users.

No Native HA in OpenMediaVault

OpenMediaVault does not offer any built-in
clustering or failover capability. Each OMV
installation operates entirely independently. There
is no mechanism in OMV's interface or
underlying architecture to synchronize two OMV
servers, manage a shared virtual IP between them,
or redirect clients from one server to another.
Organizations that want HA storage using OMV
are on their own in figuring out how to add it.

Manual Recovery Is Too Slow

When a file server goes offline, the typical
recovery path involves diagnosing the fault,
deciding whether to repair or rebuild, restoring
from backup if needed, and reconfiguring client
machines to point at a new address. This process
routinely takes hours, sometimes longer. During
that window, the people who need the files can't
work. For organizations without dedicated IT staff,
the situation is even worse.

Windows SMB Client Limitations

Even after replication is set up, there's a practical
gotcha: Windows SMB clients don't always
generate the filesystem events that Linux-based
change detection tools rely on. The way Windows
handles file writes through the SMB protocol
doesn't translate cleanly into inotify events on the
server side, which means some changes may be
missed if only event-driven sync is used. Any
HA-NAS solution for mixed environments needs
to account for this.

III. LITERATURE SURVEY

Storage high availability is a well-studied problem,
but most of the documented solutions land at
opposite ends of the complexity spectrum —
either full enterprise clustering with DRBD and
Pacemaker, or simple periodic backups with no
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real failover at all. The middle ground, where
practical HA is achieved with lightweight open-
source tools on commodity hardware, gets less
attention.

DRBD (Distributed Replicated Block Device) is
the most commonly referenced tool for open-
source storage HA. Several studies have
documented DRBD-based NAS setups on Debian
and Ubuntu, pairing it with Pacemaker for cluster
resource management and Corosync for
communication. These setups provide
synchronous block-level replication and clean
failover, but the configuration complexity is
substantial. Split-brain scenarios — where both
nodes simultaneously believe they are the primary
— are a real risk and require careful handling. For
organizations without experienced Linux cluster
administrators, this stack can be difficult to
manage.

VRRP-based IP redundancy has been well-
documented for network gateway and service
redundancy applications. RFC 5798 defines the
protocol, and Keepalived is its most widely used
Linux implementation. Most literature on
Keepalived focuses on its use for load balancing
or web server redundancy rather than NAS
clustering. Applying it to storage HA is
straightforward from a networking perspective,
but it only solves the IP-level problem — without
replication, clients reconnect to a backup server
that doesn't have their latest data.

Rsync has a long history as a replication tool for
backup and mirroring. The delta-transfer
algorithm described by Tridgell and Mackerras in
1996 remains the basis of its efficiency. Rsync
over SSH is a standard approach for secure file
transfer in Linux environments. When combined
with inotifywait — which hooks into the Linux
kernel's inotify interface to detect filesystem
events — rsync can be triggered almost instantly
in response to changes rather than on a fixed
schedule.
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What the existing literature does not cover is a
tested, complete integration of OMV, Keepalived,
rsync, and inotify as a working HA-NAS cluster.
Published work either goes deeper into the stack
(DRBD clustering) or only addresses part of the
problem (IP redundancy without replication). This
project documents exactly that missing
combination, including the practical limitations
discovered during real-world testing.

IV. PROPOSED SYSTEM

The proposed system replaces a single OMV file
server with a two-node cluster that looks and
behaves like a single server to every client on the
network. The key idea is a shared Virtual IP
address — one IP that clients always use for their
file access, regardless of which physical machine
is actually serving their requests at any given
moment.

Behind that Virtual IP, two OMYV servers run in
parallel. The primary node (omv-01) holds the
VIP under normal conditions and serves file
requests directly. The standby node (omv-02)
keeps a continuously updated copy of the shared
storage through rsync-based replication and waits
in the background. If omv-01 fails, Keepalived
detects the missed VRRP heartbeats and transfers
the VIP to omv-02 within seconds. Clients trying
to reconnect find the same IP address available,
now served by omv-02, without needing to
reconfigure anything.

The proposed system achieves the following:

* Automatic failover when the primary server
becomes unavailable, with no administrator
intervention required

* Near-real-time file replication between both nodes
using rsync triggered by inotifywait

* A single Virtual IP as the client access point — no
reconfiguration needed after a failover event

+ A fallback periodic sync every five minutes to
catch any changes that inotify may miss from
Windows SMB clients

* Full implementation using open-source software
only — zero licensing cost
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Table 1: Features of the Proposed System

Feature

Description

Virtual IP VRRP via Keepalived; VIP

Failover transfers to standby within 3—10
seconds of primary failure

Real-Time Rsync triggered by inotifywait on

Replication file create, modify, delete, and
move events

Fallback Cron-based full rsync every 5

Periodic Sync

minutes to catch changes missed
by inotify (Windows SMB clients)

SMB/CIFS
File Sharing

Identical share names configured
on both nodes; clients reconnect to
the same path after failover

Notify Scripts

Shell scripts execute on VRRP
state transitions to log events and
manage services

SSH-Based
Transfer

Rsync runs over SSH with key-
based authentication — no
passwords, no manual steps

V. System Architecture

The system follows a two-tier redundant
architecture. Both tiers — the active node and the
standby — are fully functional OMV servers
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running identical configurations. The only thing
that changes when a failover happens is which
server holds the Virtual IP. From a client's
perspective, nothing else changes.

The active node (omv-01) owns the Virtual IP
192.168.1.100 under normal conditions. It is
statically assigned the physical IP 192.168.1.10
and runs the inotifywait monitoring process
alongside Keepalived. The standby node (omv-02)
holds the physical IP 192.168.1.20, runs
Keepalived in BACKUP mode, and receives
rsync transfers from omv-01 continuously. Both
nodes are connected to the same network segment,
which carries client SMB traffic, VRRP heartbeat
packets, and rsync replication traffic.

Security is handled at the network level through
SSH key-based authentication for all replication
traffic.  VRRP authentication uses a shared
passphrase so rogue devices cannot inject
themselves into the cluster. SMB access on both
nodes is controlled through OMV's standard user
and share permission settings.

Fig 1: System Architecture

Windows Linux macOS

client machine client machine client machine
SMB/C\FT TCP 445
Virtual IP — 192.168.1.100
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Keepalived SMB / CIFS VRRP Keepalived SMB / CIFS
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inotifywait rsync sender rsync recv Standby
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Primary storage volume Mirror of primary volume
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Rejoins as BACKUP after recovery ~ [7777777777 Receives rsync from omv-01 continuously
— SMB client traffic —_ VRRP heartbeat — rsync replication
- -~ Automatic failover on primary failure (3-10 sec)
0
VI. Data Flow Diagram

Data moves through the system along two parallel
paths: the client I/O path and the replication path.
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Under normal operation both paths run
simultaneously and independently.

On the client I/O path, a user's read or write
request travels from their machine to the Virtual
IP (192.168.1.100) over TCP port 445 (SMB).
The request is handled by omv-01, which holds
the VIP. The file system on omv-01 processes the
operation and responds to the client. For write
operations, the change is recorded on omv-0l's
local storage.

On the replication path, inotifywait running on
omv-01 detects the filesystem event generated by
the write. After a brief debounce delay (two
seconds), rsync executes over SSH and transfers
only the changed file content to omv-02. The
standby node's storage is updated within seconds
of the original write.

When omv-01 fails, the VRRP heartbeat stops.
After three missed intervals (three seconds at the
default one-second advertisement period), omv-02
transitions to MASTER state, broadcasts a
gratuitous ARP for the VIP, and starts serving
client requests from its local copy of the shared
data — which 1is up-to-date thanks to the
continuous replication.

Data Flow Diagram — HA-NAS System

Clients / :g;l;f;tse 1.0 \ lewa\?e/ = /srv/shared
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Figure 1: Data flow during normal operation (top) and failover
event (bottom)

VII. Module Specification
A. OpenMediaVault Module
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Both servers run OMV 6 on Debian 11. This
module provides the NAS operating environment:
it manages local storage volumes, runs the SMB
daemon (smbd/nmbd), and exposes the web
administration interface for configuration. The
share name, path, and permissions are configured
identically on both nodes. This is essential —
after a failover, clients reconnect to the same VIP
and the same share name, so the configuration on
the backup node must match the primary exactly.

B. Keepalived / VRRP Module

Keepalived runs on both nodes and handles
everything related to the Virtual IP. On omv-01
the VRRP instance is configured as MASTER
with priority 100; on omv-02 it is BACKUP with
priority 90. Both nodes wuse the same
virtual router id (51) and the same authentication
passphrase. Advertisements go out every second.
Three missed advertisements trigger a state
transition. Keepalived calls a notify script at each
transition — MASTER, BACKUP, or FAULT —
so state changes are logged and services can be
managed programmatically.

C. Rsync Replication Module

Rsync runs on omv-01 and pushes data to omv-02
over SSH using key-based authentication. The
command uses -avz flags (archive mode, verbose,
compressed) plus --delete to mirror deletions.
This module is responsible for keeping omv-02's
storage in sync with omv-01 so that it is always
ready to serve complete, current data if a failover
occurs.

D. Inotify Monitoring Module

A shell script runs inotifywait in continuous
monitor mode on the shared directory tree,
watching for close write, create, delete,
moved from, and moved to events. When any
event fires, it waits two seconds (debounce to
avoid redundant transfers during burst writes) and
then calls the rsync module. The script is
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managed as a systemd service so it starts at boot
and restarts automatically if it exits.

E. Fallback Periodic Sync Module

Windows SMB clients do not reliably generate
inotify events on the Linux server because of how
the SMB protocol batches and flushes writes. To
handle this, a cron job runs a full rsync pass every
five minutes regardless of inotify activity. This
fallback guarantees that any missed changes —
including those from Windows clients — are
picked up within a five-minute window at the
latest.

F. Notify Script Module

The Keepalived notify script is a simple shell
script called on every VRRP state transition. It
logs the transition (node name, new  state,
timestamp) to a file for audit purposes. On
MASTER transitions, it verifies the SMB service
is running and starts it if needed. On FAULT
transitions, it records an alert flag that external
monitoring tools can pick up. These scripts make
the failover process traceable and give
administrators a clear record of when events
occurred.

VIII. Implementation

Both servers were set up on fresh Debian 11
(Bullseye) installations. OpenMediaVault 6 was
installed on top of each wusing the official
installation script. After that, each node was
configured through the OMV web interface: static
IPs assigned, a shared storage volume created at
/srv/shared, and an SMB share configured with
the same name on both machines. Required
packages — keepalived, rsync, and inotify-tools
— were installed via apt on both nodes without
any issues.

Setting up SSH key authentication between the
nodes was a straightforward but important step.
An RSA key pair was generated on omv-01 using
ssh-keygen. The public key was added to omv-

02's authorized keys file for the sync user account.
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Before enabling the automated script, a manual
rsync test confirmed that passwordless SSH
worked correctly end-to-end. This step matters —
if the key trust isn't set up properly, every
automated rsync call will hang waiting for a
password that never comes.

The Keepalived configuration on omv-01 defines
a VRRP instance named VI 1 on the primary
network interface, with state MASTER,
virtual router id 51, priority 100, advert int 1
(one-second advertisements), and the virtual IP
192.168.1.100 in the wvirtual ipaddress block.
Authentication uses auth type PASS with a
shared passphrase. Notify script paths are set for
all three state transitions. The omv-02
configuration is identical except state is BACKUP
and priority is 90. Both Keepalived instances are
enabled as systemd services.

The inotify-rsync sync script monitors /srv/shared
recursively using inotifywait -m -r with the
relevant event flags. When an event fires, the
script sleeps two seconds then runs: rsync -avz --
delete /srv/shared/
syncuser@192.168.1.20:/srv/shared/. The script is
registered as a systemd unit with Restart=always
so it recovers automatically from unexpected exits.
A cron job runs the same rsync command every
five minutes as the fallback for Windows SMB
client changes.

During testing, a failure that caught attention was
that simply stopping the Keepalived service on
omv-01 without stopping the SMB daemon left a
situation where omv-02 claimed the VIP but
clients were briefly confused by the transition.
Adding a short service check in the notify master
script — which explicitly verified smbd was
running before the node started serving —
resolved this and made the failover cleaner.

IX. Result and Evaluation

The system was tested through three failure
scenarios, each run five times to check for
consistency. Failover time was measured from the
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moment the failure was induced to the moment
the VIP appeared on omv-02's network interface.
Data consistency was verified after each test using
rsync --dry-run --checksum to compare the shared
directories on both nodes.

Table 3: Failover Test Results

Failure
Scenario

Keepalived 3 sec 5 sec VIP transferred;
service stopped shares accessible
on omv-01 without any client

reconfiguration

omv-01 powered 5 sec 8 sec Full failover

off abruptly completed; data
consistent in all
clean shutdown
cases

Network cable 5 sec 10 sec =~ VRRP heartbeat

disconnected timed out; omv-02

from omv-01 promoted; clients
reconnected
automatically

omv-01 restored Auto Auto
after failover

Rejoined cluster as
BACKUP; omv-02
retained MASTER
role correctly

Data consistency checks passed in every test
where omv-01 failed cleanly — service stop,
graceful shutdown, or cable pull after the last
rsync had completed. In abrupt power-off tests,
files written in the two to three seconds
immediately before the failure and not yet
transferred by rsync were absent from omv-02.
This is an expected behavior of asynchronous
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replication and was documented as a known
trade-off rather than a bug.

Windows 10 clients with active SMB sessions
saw a brief 'Network path not found' message
during each failover — lasting between three and
ten seconds — before reconnecting automatically
to the VIP on omv-02. No client needed to change
their mapped drive letter or UNC path. Linux
CIFS clients recovered without any visible error
in most cases. The fallback periodic sync was
validated by making file changes exclusively
through a Windows client with inotify
deliberately disabled, then confirming the changes
appeared on omv-02 within five minutes — which
they did, consistently.

The inotify gap with Windows clients was
observed in roughly 30 percent of Windows-
initiated file operations during testing. The
periodic fallback cron job caught every one of
these missed changes within its five-minute
window, confirming that the hybrid approach
works in practice for mixed client environments.

X. Conclusion

The question this project started with was simple
enough: can a file server that automatically
recovers from failure be built without expensive
commercial products? The answer, based on what
was built and tested, is clearly yes.

By combining OpenMediaVault with Keepalived
for VRRP-based [P failover and rsync with
inotifywait for near-real-time file replication, a
working two-node HA-NAS cluster was built and
tested on commodity hardware at zero software
cost. Failover completes within ten seconds in all
tested scenarios. Data consistency is maintained
across clean failure cases. Clients reconnect
without changing any configuration. The system
works.

The honest limitations are worth saying out loud.
The asynchronous replication model means data
written in the last few seconds before an abrupt
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failure may not make it to the standby node in
time. For general file storage this is an acceptable
trade-off; for database or transactional workloads
it would not be. The inotify limitation with
Windows SMB clients is real, but the five-minute
fallback sync makes it manageable in practice.

Future improvements could go in a few directions.
Replacing rsync with DRBD would give
synchronous block-level replication and eliminate
the data loss window entirely, at the cost of much
more complex configuration. Adding a third node
as a quorum tie-breaker would prevent split-brain
scenarios during network partitions. Integrating a
service-level health check — checking whether
SMB is actually responding, not just whether the
node is reachable — would make failover
decisions smarter. Any of these would bring the
system closer to commercial HA storage products
while keeping the open-source and cost-free
nature intact.

For organizations running OpenMediaVault who
need storage that keeps working when things go
wrong, this architecture gives them a practical,
documented path to get there.
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